
Lecture Recording

❖ Note: These lectures will be recorded and posted onto the IMPRS website 

❖ Dear participants, 

❖ We will record all lectures on “Making sense of data: introduction to statistics for 
gravitational wave astronomy”, including possible Q&A after the presentation, 
and we will make the recordings publicly available on the IMPRS lecture 
website at: 

- https://imprs-gw-lectures.aei.mpg.de/2023-making-sense-of-data/

❖ By participating in this Zoom meeting, you are giving your explicit consent to 
the recording of the lecture and the publication of the recording on the course 
website. 
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Introduction to deep learningCHAPTER 1. INTRODUCTION
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Figure 1.2: Illustration of a deep learning model. It is difficult for a computer to understand
the meaning of raw sensory input data, such as this image represented as a collection
of pixel values. The function mapping from a set of pixels to an object identity is very
complicated. Learning or evaluating this mapping seems insurmountable if tackled directly.
Deep learning resolves this difficulty by breaking the desired complicated mapping into a
series of nested simple mappings, each described by a different layer of the model. The
input is presented at the visible layer, so named because it contains the variables that
we are able to observe. Then a series of hidden layers extracts increasingly abstract
features from the image. These layers are called “hidden” because their values are not given
in the data; instead the model must determine which concepts are useful for explaining
the relationships in the observed data. The images here are visualizations of the kind
of feature represented by each hidden unit. Given the pixels, the first layer can easily
identify edges, by comparing the brightness of neighboring pixels. Given the first hidden
layer’s description of the edges, the second hidden layer can easily search for corners and
extended contours, which are recognizable as collections of edges. Given the second hidden
layer’s description of the image in terms of corners and contours, the third hidden layer
can detect entire parts of specific objects, by finding specific collections of contours and
corners. Finally, this description of the image in terms of the object parts it contains can
be used to recognize the objects present in the image. Images reproduced with permission
from Zeiler and Fergus (2014).
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Machine learning algorithms

❖ A machine learning algorithm requires the following:


1. dataset     —   (supervised) or  (unsupervised)


2. model    —  E.g., linear regression 

3. loss function   —  E.g.,  

4. optimization algorithm   —  E.g., stochastic gradient descent

{x(i), y(i)} {x(i)}

pmodel(y |x) = 𝒩(θ⊤x, 1)(y)

J(θ) = − 𝔼pdata(x) log pmodel(x)



Introduction to deep learning

❖ For many machine learning algorithms, the input  is not the raw data. 
Rather, one must choose a small number of high-level features that are 
useful for predicting the output.


• E.g., the color of a car rather than the image of a car.


❖ This representation is often specified by hand, but it can also be learned 
from lower-level features, or raw data.


❖ Deep learning seeks to learn higher level representations in terms of 
lower level ones by composing functions.

x
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Feedforward neural networks
❖ Feedforward neural networks or multilayer perceptrons (MLPs) are the 

classic deep learning model.


❖ Defines a mapping    as a composition of simpler mappings: 
 
 
 
 
 
 

❖ “Feed-forward” because there is no feedback of later layers on earlier ones.

y = f(x; θ)

first (hidden) layer

second (hidden) layer

depth of network

output layer

f = f (d) ∘ f (d−1) ∘ ⋯ ∘ f (2) ∘ f (1)



Feedforward neural networks

❖ Each layer is of the form 
 
 
 
 
 
 
 

❖ Weights and biases are the parameters defining the model  . These 
are tuned during training.

θ ≡ {Wj, bj}d
j=1

f = f (d) ∘ f (d−1) ∘ ⋯ ∘ f (2) ∘ f (1)

weight matrix bias vector

linear mapping zj = W⊤
j h + bjactivation function


• often nonlinear

f ( j)(h) = σj (W⊤
j h + bj)



Feedforward neural networks

❖ The MLP is therefore defined by


• depth (number of layers)


• widths (dimensions of hidden layers)


• choice of activation functions


❖ Training uses stochastic gradient descent with gradients calculated using back-
propagation (the chain rule).

f ( j)(h) = σj (W⊤
j h + bj)

f = f (d) ∘ f (d−1) ∘ ⋯ ∘ f (2) ∘ f (1)



Output layer
❖ The activation function for the output layer is determined by the nature 

of the output and the distribution we are modeling.


❖ Example 1:  For regression, typically take the output to be the mean of a 
Gaussian distribution 
 

• Since the mean is unconstrained, use a linear output layer 
 

• Maximum likelihood gives the mean squared error loss (as before).

p(y |x) = 𝒩 (f(x), I)(y)

σlinear(z) = z




